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ABSTRACT

Instruction set customization accelerates the performance of appli-
cations by compressing the length of critical dependence paths and
reducing the demands on processor resources. With instruction set
customization, specialized accelerators are added to a conventional
processor to atomically execute dataflow subgraphs. Accelerators
that are exploited without explicit changes to the instruction set ar-
chitecture of the processor are said to be transparent. Transparent
acceleration relies on a light-weight hardware engine to dynami-
cally generate control signals for the accelerator, using subgraphs
delineated by a compiler. The design of transparent subgraph ac-
celerators is challenging, as critical subgraphs need to be supported
efficiently while maintaining area and timing constraints. Addition-
ally, more complex accelerators require more sophisticated control
generation engines. These factors must be carefully balanced. In
this work, we investigate the design of subgraph accelerators us-
ing configurable lookup table structures. These designs provide an
effective paradigm to execute a wide range of subgraphs involv-
ing arithmetic and logic operations. We describe why lookup table
designs are effective, how they fit into a transparent acceleration
framework, and evaluate the effectiveness of a wide range of de-
signs using both simulation and logic synthesis.

Categories and Subject Descriptors

B.2.0 [Arithmetic and Logic Structures]: [General]; C.3 [Special-
Purpose and Application-Based Systems]: [Real-time and Em-
bedded Systems]; C.4 [Performance of Systems]: [Performance
Attributes]
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1. INTRODUCTION

Application-specific instruction set extensions are an effective
method to increase application performance in the context of a
general-purpose processor. With this approach, specialized hard-
ware computation accelerators in the form of new function units
are added into a processor. These accelerators are customized to
execute important dataflow subgraphs found in an application as
atomic units. The use of subgraph accelerators reduces the latency
of the subgraph’s execution, improves the utilization of other pro-
cessor resources, and reduces the burden of storing temporary val-
ues to the register file. Instruction set extensions offer the important
advantage of a post-programmable solution over more traditional
ASIC accelerators.

Subgraph accelerators come in two general forms: visible and
transparent. The visible approach extends the instruction set archi-
tecture of a baseline processor with a small number of new opera-
tions to exploit the accelerators [2, 7, 11, 12, 15, 25]. In essence,
an application specific instruction processor (ASIP) is created by
extending a baseline design. Commercial tool chains that automate
some of this process are available, including the Tensilica Xtensa,
ARC Architect, and ARM OptimoDE. Visible accelerators offer
the advantage of simplicity and low hardware cost. However, they
suffer from high non-recurring engineering costs including design
and verification time, new lithography mask sets, and migration of
the software tool chain to a new instruction set.

The transparent approach incorporates subgraph accelerators with-
out augmenting the processor instruction set. The key idea is that
during program execution subgraphs are identified and new instruc-
tions are generated to map and execute subgraphs on the accelera-
tor [9]. In this manner, the instruction set of the baseline processor
is not explicitly changed. A light-weight dynamic optimization en-
gine is used to alter the instruction stream at run-time to exploit
the accelerator. Transparent acceleration requires more hardware
overhead in the form of the dynamic optimization engine, but sub-
stantially reduces the non-recurring engineering costs.

To accomplish transparent acceleration, three components are
necessary: a subgraph discovery mechanism, a dynamic control
generator, and the subgraph accelerator substrate. Subgraph dis-
covery identifies the dataflow subgraphs that will be mapped and
executed on the accelerator. Subgraphs can be identified offline us-
ing a compiler [10], through binary translation [14], or online using
a more heavy-weight dynamic optimizer, such as rePlay [20]. Con-
trol generation occurs at run-time using a configurable hardware
pattern matcher. This component dynamically recognizes subgraphs
in the instruction stream, and substitutes them with new instruc-
tions that exploit the accelerator.

The focus of this paper is on the final component, the accelerator
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Figure 1: Transparent instruction set customization architecture.

substrate. The substrate is responsible for the actual execution of
the subgraphs. An effective design must be capable of executing
a wide variety of domain-specific instruction subgraphs faster and
more efficiently than a conventional processor pipeline. It must also
be both cost effective and power efficient to make its use feasible in
an embedded computing environment, and be amenable to efficient
run-time control generation. The final issue is the most difficult to
quantify, but implies a programmable substrate that is configured
with a modest number of control signals.

A parameterized lookup table (LUT) based computation accel-
erator is used as the accelerator substrate. LUT based accelerators
were previously introduced in [29], where every bit was given a
separate LUT configuration. Here, a generalization of the prior
technique, referred to as a programmable carry function unit, or
PCFU, is used. The PCFU leverages the design of carry lookahead
adders to break the cascaded tree of LUTs in the original design,
creating a faster and more efficient design. With an underlying
lookup table structure, the PCFU is completely configurable and
can execute a large variety of arithmetic subgraphs. The PCFU is
dynamically configurable by analyzing target subgraphs and calcu-
lating the LUT entries.

The PCFU is not a single design, but rather specifies a parameter-
ized design space that offers complex tradeoffs between subgraph
execution capabilities with the cost and worst-case delay of the sub-
strate. This paper presents a systematic exploration of the PCFU
design space. We examine the critical tradeoffs associated with
designing LUT based arrays including LUT size, number of carry
signals that are propagated, and support for non-LUT operators,
such as shift. To perform this exploration, a complete compilation
and simulation system for PCFUs based on the ARM-9 processor
are used. PCFU designs are developed in Verilog and synthesized
to measure area and delay.

2. BACKGROUND INFORMATION

The design space exploration in this work is based on a transpar-
ent instruction set customization framework. In order to understand
the idea, this section provides an overview of that framework, in-
cluding changes required to a standard processor pipeline, and a
discussion of related techniques.

2.1 Architectural Framework

In transparent instruction set customization, subgraphs are delin-
eated by a compiler without augmenting the baseline ISA, and then
replaced in the instruction stream dynamically. Although determin-
ing the most effective execution substrate for dataflow subgraphs is
certainly applicable to other architectures, transparent instruction
set customization is the architecture chosen for evaluation.

Figure 1, from [10], shows a processor with transparent instruc-
tion set customization. In this architecture, subgraphs are delin-
eated with a Branch-and-Link (BRL) instruction commonly used
for function calls. The first time a BRL-to-subgraph is encoun-
tered, the processor treats it just like any other function call, where
the subgraph instructions are executed in the standard pipeline. Af-
ter retirement, these instructions are fed to a control generator.

The control generator recognizes that each BRL instruction may
signal the beginning of a subgraph and attempts to map subsequent
instructions onto the execution substrate. The authors in [10] use
an array of combinational function units as the basis of execution,
and term it a “configurable compute array,” or CCA. The control
generator places each subgraph instruction onto an element of the
combinational array, keeping track of the communication between
array nodes. This information is used to configure the CCA to exe-
cute the subgraph on subsequent encounters of the BRL. The con-
trol generator may be thought of as a complex decode unit, where
the instruction being decoded is an entire dataflow subgraph, and
this “instruction” is expressed using several instructions from the
processor’s baseline instruction set. In the event that the control
generator cannot map the subgraph onto the execution substrate,
e.g., if the BRL was to an actual function such as printf, then the
control generator simply throws away its current set of control sig-
nals and waits for the next BRL.

Once the control signals are generated for a dataflow subgraph,
they are written to a configuration cache. Additionally, a branch
target address cache (BTAC) is updated to reflect that this new con-
figuration exists in the configuration cache. The BTAC is indexed
using the address of the BRL which marked the beginning of the
subgraph. Whenever that BRL is encountered in the dynamic in-
struction stream again, the fetch stage will index into the BTAC and
see that control has been generated for it. Anindex to the configura-



tion cache entry will then be passed through the pipeline, allowing
the subgraph to be executed just like any other instruction. It is im-
portant to note that in order to prevent pipeline bubbles, whenever a
BRL has an entry in the BTAC, control is not diverted to the branch
target.

In this paper, we explore different implementations of the sub-
graph execution substrate in the context of transparent instruction
set customization. Section 3 describes the execution of subgraphs
using a lookup-table based approach. We then explore how differ-
ent design decisions affect the performance and hardware charac-
teristics of the resultant system in Section 4.

2.2 Related Work

A great deal of research has been done to develop dataflow sub-
graph accelerators. Examples include PRISM [3], PRISC [22],
OneChip [8], DISC [27], GARP [13], and Chimaera [28]. All of
these designs are based on a tightly integrated FPGA, which al-
lows for very flexible computations. However, there are several
drawbacks to using FPGAs. One problem is that the flexibility of
FPGAs comes at the cost of long latency. While some work has
addressed the issue, implementing functions in FPGAs remains in-
efficient when compared to ASICs that perform the same function,
primarily because of routing costs. FPGA reconfiguration time can
be slow and the amount of memory needed to store the control bits
can quickly grow out of control. To overcome the computational
inefficiency and configuration latency, the focus of most prior work
dealing with configurable computation units was on very large sub-
graphs, which allows the amortization of these costs. This work
differs in that we focus on acceleration at a finer granularity, en-
compassing stateless, acyclic dataflow subgraphs.

Other work [5, 23, 16, 24, 21] proposed subgraph execution
structures specifically optimized for linear chains of execution. That
is to say these structures only execute subgraphs that have two in-
puts, one output, and a small number of intermediate nodes. Con-
straining the subgraphs in this way has been shown to effectively
increase the bandwidth of execution resources; however, it restricts
the performance increase from dataflow graph compaction [30]. In
this work, we develop a more generic architecture, to support the
execution of more arbitrary acyclic dataflow subgraphs. These sub-
graphs are larger than simple linear subgraphs, and attack the com-
putation limitations of processors more than the resource limita-
tions.

The work in this paper is similar to that in [29] and [9], in that
both of these previous works propose subgraph accelerators to ex-
ecute stateless, acyclic dataflow subgraphs. This paper builds on
these previous works, by improving the design in [29] and ex-
ploring many designs ignored by the previous work. Evaluation
of these designs is performed using a transparent instruction set
customization framework proposed in [10], although the execution
substrate in this paper is entirely different.

3. PROGRAMMABLE CARRY FUNCTION
UNIT

The design of the accelerator substrate on which customized in-
structions are executed is a major challenge in transparent instruc-
tion set customization. The accelerator should be programmable
enough to cover most of the recurrent subgraphs, and at the same
time be easy to configure and have low latency to execute subgraphs
efficiently.

In this section, we describe a LUT-based accelerator, the Pro-
grammable Carry Function Unit (PCFU). The PCFU can execute
subgraphs of any number of logical operations and a predefined
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Figure 2: An example dataflow subgraph and the output ex-
pressed as a function of the inputs.
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Figure 3: Organization of the LUT based Function unit from
prior work.

number of additions/subtractions. The PCFU offers the advantage
of being sufficiently programmable to cover a wide variety of sub-
graphs, while maintaining a relative low interconnect complexity
and latency compared to FPGA devices.

3.1 Principles

The PCFU approach builds on the principles introduced in [29],
with the basic idea being to extract a logical expression of each
output bit as a function of the inputs to the subgraph. Given this
logical expression, a LUT stores the truth table corresponding to
this expression, which is used later to directly compute the output
given the inputs.

Consider the example of Figure 2. Each bit of the output register,
r 7, can be expressed as a logical function of r1,r2,r3,r4 and
the carry bits from any additions in the subgraph. For example,
the output function for bit i of the output of the subgraph can be
expressed as fr7; = r6,@®rd;Hcin2;_1, since this is the definition
of a bitwise add. Next, 76; can be re-expressed as (r5; A 73;),
yielding the second equation in Figure 2. Likewise, r5; can be
expressed as a function of 1, 2, and the carry signal generated by
the first addition in the subgraph. Once this is done, each bit of 77
is expressed as a logical function of only the inputs and the carry
signals, shown at the bottom of Figure 2. Using this process allows
for expressing any sequence of logical, integer instructions as a
function of the input registers of the subgraph. This enables direct
mapping of subgraphs into lookup tables, with the only difficulty
being the need to calculate the carry signals.

Figure 3 shows the accelerator proposed in [29], called the Func-
tion unit. In this design, each carry bit is calculated and forwarded
to the higher significant bit. The LUTs fr7;LUT, cinl;LUT,
and cin2; LUT implement the functions fr 7, ci n1, and ci n2
respectively. The Function unit provides fine grain programmabil-
ity and flexibility by specifying different LUT configurations for
each output and carry bit. This high flexibility comes at the cost of
high latency because of the ripple scheme to propagate the carry to
upper significant bits. Also, this accelerator requires a large amount
of control data to configure each bit and their associated carries.
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The PCFU is also a LUT-based accelerator, but avoids both the
large configuration and the high latency of the ripple carry propaga-
tion by defining one LUT (and associated carry LUTS) for all output
bits. Aside from saving on-chip space, this approach allows us to
leverage fast carry propagation schemes, such as Kogge-Stone [17]
or Brent-Kung [6] parallel prefix adders.

Most of the existing fast carry propagation techniques are based
on first calculating a (g:, p;) pair [18], where given inputs bits a;
and b;, g; = a; A\ b; (generate), and p; = a; @ b; (propagate). If
subtraction is done instead of addition, b; is replaced by b;. This p-g
pair of values is then fed to a carry propagation network to calculate
the carry bits. The PCFU design generalizes the calculation of the
(gi, p:) pair by creating a pair of LUT configurations (gi LUT - pi
LUT) for each addition/subtraction. For example, in Figure 2 the
(9,p) pairs of the 2 additions can be expressed as g1; = r1; A r2;,
pl; = rl; &2y, g2; = ((Tli Ddr2; d C’L"I”Llifl) A\ T?)Z‘) A 145,
and p2; = ((rl; ® r2; ® cinl;—1) A r3;) © r4;. By separately
computing the carry signal using these LUTs and carry propagation
networks, the PCFU breaks the dependence of output bits on the
values of lower order input bits. That is, bit 31 of the output is not
a function of bit 0 of the input values as long as we have the carry
signal precomputed. This enables the PCFU to have a much lower
latency than most FPGA-based accelerator designs, which need to
propagate the carry signal from lower order bits.

Figure 4 shows the design of a PCFU that can collapse a se-
quence of dependent instructions with up to two additions or sub-
tractions, and any number of logical operations, given a fixed num-
ber of inputs. Note that, although Figure 4 may suggest that the
two additions/subtractions need to be dependent, the PCFU can
collapse any two addition/subtraction regardless of their position
in the subgraph. That is, they may be in parallel, dependent or even
interleaved with other logical operations.

For a given subgraph, the basic idea of the PCFU is to generate a
LUT (OutLUT) configuration for the output function and appropri-
ate configurations (gi LUT and pi LUT) to generate the carries for
each individual addition/subtraction in the subgraph. The purpose
of the cini;, signal is to implement subtractions. The primary ben-
efit of using the PCFU over previous work [29] is the use of more
advanced carry generation networks and fewer configuration bits in
the accelerator.
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Figure 5: PCFU design space.

3.2 PCFU Design Space

Figure 5 shows basic building blocks of a generalized PCFU that
can support N inputs, 3 additions/subtractions, 2 outputs, and shift
operations at the inputs and outputs of the dataflow subgraph. The
basic building blocks of the PCFU are the carry generator for each
addition/subtraction supported and an output LUT for each sub-
graph output supported.

Increasing the number of outputs supported by the PCFU is a
fairly straight forward process, which only requires adding an out-
put LUT in parallel with the already existing output LUTs. None
of the other structures in the PCFU are affected.

Supporting additional inputs is more complicated, since it in-
volves increasing the size of the LUTSs for the carry generators and
the output LUTSs. This is because the logical function for each bit
depends on another boolean variable (the new input), which dou-
bles the size of each truth table used to compute results.

Similar to increasing the number of inputs, increasing the num-
ber of adds that are supported doubles the size of the output LUTS,
since the outputs are now a function of another carry-in signal. Be-
yond this, supporting more adds requires an additional set of carry
propagate LUTSs, which are dependent on the inputs and all pre-
vious carry-in signals. This means that the added carry-propagate
LUT is larger than all the previous carry propagate LUTs com-
bined. A new carry generation tree lies directly on the critical path
of the PCFU, as well.

Supporting shift operations within subgraphs is desirable, but in-
feasible on the PCFU. Allowing shifts would make each output bit
a function of every input bit, instead of the small number of input
bits in the proposed design. This would make the LUTSs very large.
However, separate shifters may be added at the inputs and/or the
outputs of the PCFU to support shift operations at the inputs and
outputs of the dataflow subgraphs. This would not change the size
of the LUTS, but would lengthen the critical path of the PCFU.

Each of these vectors in the design space is explored in Section 4.



Input 3 | Input2 | Input 1 | p | g | Output1
1 1 1 o1 0
1 1 o [1]o 0 Output LUT 5
1 0 1 1o 0 pLUT
1 0 0 [o]o 1 ol .
0 1 1 0 1 1 Generation
0 1 o [1]o 1 e LUT .
0 0 1 |1 ]o 1
0 0 o oo 0 ]
And 1r3,r1,r2 g \
rl, 2
Add r4,r,r2
Xor 15,13, 14
e r1 [ 10101010 «1 [ 10101010 11 [ 10101010 11 [ 10101010 11 [ 10101010
12 [ 11001100 12 11001100 2| 11001100 2 [ 11001100 2| 11001100
3 13 [ 10001000 13 [ 10001000 T4=T1®2@cin 13115001000 13 | 10001000
p=11®r2
4 Berrn I ! S r4 [ 10010110 S_mem  ™|10010110
15 5 15 15 15 [ 00011110
p [ ] ] p [or100110 p [ot100110
e[ e[| e[ ] ¢ [10001000 ¢ [10001000
cn[ ] an[ ] cin [ 11110000 cin [ 11110000 cin [ 11110000
(a) (b) (c) (d) (e)

Figure 6: LUT entry generation example. Shown are the processing steps of the Meta-processor that compute the LUT entries to
implement the function defined by the assembly code sequence on the left.

3.3 Function Generation - The Meta-Processor

In addition to the PCFU, transparent instruction set customiza-
tion requires a method for generating control signals for the execu-
tion substrate. The PCFU control generator (also called the meta-
processor) generates the LUT entries for the PCFU. This process is
analogous to mapping logic onto FPGAs, but is far simpler since
the computations to be mapped are stateless and well defined. For
completeness, a summary of the meta-processor is given here, but
a more thorough discussion is beyond the scope of this work.

The meta-processor has two main pieces, a meta-register file, and
a meta-function unit. The meta-register file contains the LUT entry
needed to generate the output value of that register, as opposed to
the register value itself. Likewise, the meta-function unit operates
on LUT entries as opposed to register values.

Figure 6 shows a simplified example of generating LUT entries
for a dataflow subgraph. At the left of the figure is the subgraph to
be mapped, and the right of the figure shows the meta-register file
at various stages of the LUT generation. The PCFU being targeted
in this example can support two inputs and one addition operation,
thus each output bit is a function of three input bits (the two inputs,
and the carry signal from the addition). The three input bits imply
that each LUT entry is eight bits in size, as 23 = 8.

Subgraph mapping begins by looking at the And instruction in
Figure 6. Initially, the two sources, rl1 and r2, have no LUT value
in the meta-register file. Since we are interested in computing the
output given all possible values for the inputs, meta-registers r1 and
r2 are assigned LUT entries which ensure that all possible combi-
nations of one and zero interact (Basically, the corresponding input
columns of a regular truth table). This step essentially begins to
construct a truth table. Since rl and r2 are live-ins, the LUT entries
assigned to them correspond to the input columns of a hypothetical
truth table that outputs to meta-register r3.

Now that rl and r2 have values in the meta-register file, r3 is
computed in the meta-function unit as the And of those two values,
and is shown in Figure 6 (b). To reiterate, the value of r3 in the
meta-register file defines how to compute r3 given any values of rl
and r2, exactly like a truth table.

The subgraph mapping then moves onto the Add instruction. The
output of this instruction is dependent on r1, r2, and also on the

carry signal generated during addition. Recall that the carry-in sig-
nal is treated as an input to the computation so that we can leverage
fast carry generation hardware, and so that each output bit is not de-
pendent on the value of lower order input bits. Since the carry sig-
nal of this Add is an input, we assign it a value in the meta-register
that corresponds to a third input column of the hypothetical truth
table. This step is shown in Figure 6 (c).

Now that the inputs are defined, the LUT entries for outputs of
the Add operation must be computed. Recall that a bitwise add
operation is r1; ® r2; @ cin;—1. Using the LUT entries for rl, r2,
and cin, the meta-function unit computes this and places the result
in the meta-register r4. Note that because cin is defined as an input,
the meta-function unit did not need to perform an addition, only
two exclusive-ors, which makes the hardware very fast and simple.

Unlike the registers, the carry signal is generated using a carry
propagation network. Thus, it is necessary to define p and g, the
inputs to the carry network. Recall thatp = a @ band g = a A b.
Using the values in the meta-register file for rl and r2, the meta-
function unit simply computes the LUT values for p and g, and
stores them into the meta-register value. The meta-register file state
after this step is shown in Figure 6 (d).

Mapping continues with the Xor instruction. As with the previ-
ous two instructions, we first check that all the inputs are defined.
In this case, r3 and r4 already have valid values in the meta-register
file and this instruction does not generate a carry signal. Next, the
meta-function unit computes the LUT value of r5, by simply Xor-
ing the LUT values of r3 and r4. This is shown in Figure 6 ().
Now that the output, r5, is defined as a function of ri, r2, and
carry, we store the meta-register file values of r5, p, and g as the
configuration of this subgraph. This example shows how the meta-
processor is able to perform logic mapping of a dataflow subgraph
onto the PCFU substrate without the typical complexity associated
with FPGA mapping.

4. EXPLORING THE PCFU DESIGN SPACE

The purpose of this paper is to evaluate the different tradeoffs
involved in designing a PCFU for subgraph acceleration. The de-
signs are evaluated using latency of the PCFU, die area consumed
by the PCFU, as well as performance improvement of the PCFU-
augmented processor.
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Evaluation of the performance improvement achieved using PC-
FUs was done using a version of the Trimaran compiler [26] ported
to the ARM instruction set. The compiler was augmented with a
parameterized subgraph matching engine, which allowed us to eas-
ily change the types of subgraphs selected based on the character-
istics of the underlying hardware. The specific algorithms used in
subgraph identification are beyond the scope of this paper and de-
scribed in [11]. After subgraphs selection and function outlining,
binaries were created using the GNU assembler/linker, and simu-
lated using SimpleScalar ARM [4]. The simulator was configured
to model an ARM 926EJ-S processor [1], a popular single-issue
embedded core with a five stage pipeline.

In order to determine the latency and area properties of the PC-
FUs, several designs were synthesized, including place-and-route.
The designs were implemented using Synopsys tools with a stan-
dard cell library in 0.13u. The critical path latencies are reported,
as well as the die areas given both in mm? and as the percentage
area of an ARM926EJ-S core without caches. Note that not ev-
ery design simulated, was synthesized, since creating and verifying
HDL for the PCFUs is a very time consuming process.

We chose to evaluate our designs using benchmarks from the
SPECIint2000 and MediaBench [19] benchmark suites, as well as
several encryption kernels. Full runs of each benchmark using
the training input set were performed. Applications from the two
benchmark suites that do not appear were omitted either due to very
long runtime (in the case of 254.gap), or limitations in the compiler
infrastructure. Performance is reported as the ratio of total cycles to
run the binary without subgraphs identified compared to the num-
ber of cycles needed to run the binary with subgraphs identified,
and is referred to as speedup. It is important to make this distinc-
tion, because binaries with subgraphs identified can still be run on
hardware without a PCFU; however, the code size expansion would
unnecessarily harm the baseline.

Baseline Design. In order to explore the various dimensions of
the PCFU design space, we first define a starting point. Previous
work [9] has shown that a subgraph execution unit with 4 inputs and
2 outputs, supporting two adds is a reasonable design choice. As

such, this is baseline for our evaluation. The design of this PCFU
can be seen in Figure 4.

The speedups attained using this baseline design are presented
in Figure 7 for the three groups of benchmarks. Unless otherwise
noted, simulation was done assuming that the PCFU requires one
cycle to execute the subgraph and does not affect the cycle time of
the processor. The main point to take from this figure is the mag-
nitude of the bars. On average, a speedup of 1.62 over the baseline
processor is observed, with a maximum of 2.79. This shows that
transparent instruction set customization using a PCFU is an effec-
tive way to improve the performance of embedded processors. Also
note that the speedup varies a great deal from application to appli-
cation. This is correlated to the size of the computation subgraphs
available for execution on the PCFU. Since subgraphs are bounded
by memory operations, applications that perform a large amount
of computation (especially logic operations) between memory ac-
cesses benefit the most.

Design Space Parameters. The PCFU design space is evalu-
ated along three independent axes: number of inputs/outputs, num-
ber of additions, and support for shift operations. The number of
additions specifies the number of carry chains that the PCFU im-
plements. In varying the number of additions, it is also possible
to emulate PCFUs with larger number of additions by connecting
smaller PCFUs in series, e.g., a 2-adder PCFU can be emulated by
connecting two 1-adder PCFUs in series. Shift operations are not
supported directly by the PCFU, but by creating hybrid accelerator
substrates consisting of PCFUs and shifters.

Number of Inputs/Outputs. The first design space parameter is
the effect that the number of inputs and outputs has on the system.
These parameters are very important, as they have a strong impact
on the types of graphs that can be executed on the PCFU. The num-
ber of inputs/outputs in the PCFU also has an effect on the register
file since each of the inputs/outputs must be read from or written
to it. This means that a large number of inputs or outputs requires
a larger register file, multiple cycles to read and write results, or
“shadow register files” to increase the operand bandwidth without
increasing the latency. All of these options carry overheads.



| Design | Latency (ns) | Area (mm?) | Area (% of ARM926EJ-S Core) |
2 In, 1 Out, 2 Adds, No Shifts | 3.03 0.052 2.3
2 In, 2 Out, 2 Adds, No Shifts | 2.66 0.056 2.5
3 In, 1 Out, 2 Adds, No Shifts | 3.24 0.068 3.1
3 In, 2 Out, 2 Adds, No Shifts | 3.32 0.100 45
4 1n, 1 Out, 2 Adds, No Shifts | 3.79 0.134 6.1
4 1n, 2 Out, 2 Adds, No Shifts | 4.20 0.171 7.7
4 In, 3 Out, 2 Adds, No Shifts | 4.57 0.230 10.4
5 1In, 1 Out, 2 Adds, No Shifts | 5.25 0.214 9.7
5 1In, 2 Out, 2 Adds, No Shifts | 5.30 0.306 13.9
5 In, 3 Out, 2 Adds, No Shifts | 5.40 0.397 18.0
6 In, 1 Out, 2 Adds, No Shifts | 5.47 0.465 21.1
6 In, 2 Out, 2 Adds, No Shifts | 5.27 0.600 27.2
6 In, 3 Out, 2 Adds, No Shifts | 5.87 0.787 35.8

Table 1: Synthesis results for PCFU designs with varying numbers of inputs and outputs.

Inputs

Figure 8: Effectiveness of PCFU designs with varying numbers of inputs and outputs.

From the perspective of PCFU design, the number of inputs must
be carefully controlled. Increasing the number of inputs by one
means that each output bit is the function of another binary variable.
This essentially doubles the size of each LUT in the design. Aside
from the exponential increase in area, this LUT size increase also
causes the overall latency of the PCFU to increase as well.

The number of inputs and outputs also plays a role in control gen-
eration for the PCFUs. Recall that in the PCFU control generator,
the meta-register file is responsible for generating the LUT entries.
For every additional input, the size of the LUTs double, meaning
that the size of the meta-register file also doubles. Increasing the
number of outputs is less critical for control generation, as all the
LUT configurations of the live-out values are stored in the meta-
register file. That is, the baseline design already supports multiple
outputs, so very little additional complexity is needed to support
them.

The effects of adding inputs and outputs to a PCFU can be seen
in the synthesis results in Table 1. In this table, each PCFU design
is represented by a 4-tuple specifying the number of inputs, the
number of outputs, the number of supported additions, and what
shift values (if any) are supported. Initially increasing the number

of inputs has a small effect on the total PCFU area and latency;
moving from two to three inputs increases the area by 0.016 mm?
and the latency by 0.21 ns. However, the exponential increase in
LUT size quickly begins to dominate. For example, moving from
five inputs to six causes an increase in latency of 0.22 ns, and the
die area more than doubles, going from 0.214 to 0.465 mm?2. This
demonstrates that the number of inputs must be carefully balanced
in the design of a PCFU.

Increasing the number of outputs is not as critical of an issue in
terms of PCFU design. Each additional output from the PCFU re-
quires an additional function LUT to compute the result using the
inputs and the carry-in signal(s). No additional LUTs are needed
beyond that, and none of the other structures change in size. This
essentially means that adding an output should increase the area
of the PCFU in a roughly linear fashion, and have a small or no
effect on the latency. These trends can be seen in Table 1. Mov-
ing from four inputs and two outputs to four inputs and three out-
puts increases the area by 0.059 mm?2, and the latency by 0.37 ns.
The non-linearity is due to increased MUX sizes and certain signals
(e.g., the carry-ins) having to drive a larger number of cells.

One confusing trend in Table 1, is that not all of the synthe-



| Design | Latency (ns) | Area (mm?) | Area (% of ARM926EJ-S Core) |
4 In, 2 Out, 0 Adds, No Shifts 0.62 0.042 1.9
4 In, 2 Out, 1 Adds, No Shifts 2.44 0.095 4.3
4 In, 2 Out, 2 Adds, No Shifts 4.20 0.171 1.7
4 In, 2 Out, 3 Adds, No Shifts 5.78 0.361 16.4
41Tn, 1 Out, 2 Adds, No Shifts 3.79 0.134 6.1
4 In, 1 Out, 2 (1-1) Adds, No Shifts 3.77 0.116 5.3
4 In, 1 Out, 3 Adds, No Shifts 5.82 0.274 12.4
41n, 1 Out, 3 (2-1) Adds, No Shifts | 6.50 0212 96
4 In, 1 Out, 3 (1-1-1) Adds, No Shifts | 6.10 0.180 8.1

Table 2: Synthesis results for PCFU designs with varying numbers of additions supported.

sis results agree with what was predicted. For example, moving
from six inputs and one output, to two outputs, and to three outputs
caused the area of the PCFU to grow super-linearly. Adding more
outputs also caused the latency to change a great deal, despite the
fact that the critical path has the same number of logic levels in all
three designs. These observations are an unfortunate side-effect of
heuristics used in the synthesis tools, and are beyond our control.

Figure 8 shows the average speedup across our benchmark suite
when varying the number of inputs and outputs allowed in the
PCFU. When adding inputs and outputs for this experiment, we
assumed that reading the inputs and writing the results back to the
register file each took one cycle regardless of the number of in-
puts/outputs. This was done to determine how well the compiler
can take advantage of the inputs/outputs available to it, indepen-
dent of other hardware restrictions.

The main point to take away from Figure 8 is that four inputs and
two outputs seems to be the point of diminishing return. That is,
increasing the number of inputs beyond four or the number of out-
puts beyond two does not substantially improve the resulting per-
formance. Four inputs and two outputs are necessary to support the
most important computation subgraphs in our set of applications.
Conversely, reducing the number of inputs to three or two drops
the speedup to 1.55 and 1.49, respectively. Reducing the number
of outputs to one drops the speedup to 1.45. While these drops may
not seem significant, the average is hiding the fact that the speedup
of some benchmarks drop significantly, while other benchmarks are
relatively unaffected. For example, the speedup of MD5 dropped
78% moving from four inputs to two, and the speedup of EPIC fell
58% moving from two to one output.

Number of Additions. As with the number of inputs, the num-
ber of additions supported by the PCFU must also be carefully con-
strained. Supporting an additional add operation would necessitate
creating two new LUTs and a Kogge-Stone tree to calculate the
Propagate and Generate signals for that add. These new P-G LUTs
will be a function of each input and all previous carry-in signals,
meaning that their size will be twice as large as the previous largest
P-G LUTs. Beyond the additional LUTSs, the size of each function
LUT doubles, since each output is also a function of this new carry
signal. This increases the area of the PCFU and lengthens the crit-
ical path much more quickly than simply adding inputs or outputs.

Adding the new P-G LUTs means that control will have to be
generated for them as well. This entails adding three new regis-
ters to the meta-register file for the new P-LUT, G-LUT, and carry
LUT. Space for the added control of these LUTs must be added to
the configuration cache as well as the meta-register file; however,
overall latency of the control generation is not affected, and area
increases linearly with the number of adds.

The top portion of Table 2 shows the synthesis results when vary-
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Figure 9: Effectiveness of PCFU designs with varying numbers
of additions supported.

ing the number of adds supported. Note how increasing the number
of adds supported more than doubles the die area of the PCFU in
most cases. The latency of the PCFUs also increases a great deal,
since the critical path now runs through an additional carry gener-
ator and larger function LUTSs. For these reasons, it is important to
limit the number of additions supported in the PCFU.

One trick that can be played to reduce the area overhead of sup-
porting many additions, is to compose a larger PCFU out of smaller
ones. For example, a two-adder PCFU could be created by serially
merging two one-adder PCFUs with a MUX. The MUX is used to
select a subset input values from the result of the first PCFU and
the subgraph inputs. Using a MUX to control the number of inputs
prevents the exponential growth of the LUTSs, at the cost of poten-
tially supporting fewer subgraphs. Our experiments have shown
that the subgraphs not supported never occur in any of the applica-
tions tested, though, making this a good trade off.

The lower portion of Table 2 shows the synthesis results of these
composite PCFUs. Next to the number of adds in the design col-
umn, parentheses occur indicating the formation of the compos-
ite PCFU. For example, “(1-1-1)” indicates a three-add PCFU de-
signed as three one-add PCFUs chained together serially. This table
clearly shows how creating PCFUs as a composite of smaller PC-
FUs is an effective way to reduce the area incurred by supporting
more add operations. The variations in latency reflect the trade off
of the critical path traveling though fewer large LUTs (when the
PCFU is not composite) versus the critical path traveling through
more small LUTs (when the PCFU is composed of 1-adder PC-
FUs).
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Figure 10: Distribution of shift values within subgraphs.

Figure 9 shows the effect the number of adds supported has on
the speedups attainable by the PCFU system. This figure shows
that significant speedup gains can be achieved by moving from zero
to one to two adds. This trend highlights the prevalence of add
instructions in our applications. Moving beyond two adds yields
quite limited results, though. This is mainly because computa-
tion subgraphs are limited by memory operations. The amount of
computation done between memory accesses typically does not en-
compass more than two add instructions. This is not as true in
the encryption-style applications which contain a relatively large
amount of computation between memory accesses.

Support for Shifts. Another design parameter explored was the
addition of shift operations in subgraphs supported by the PCFU.
In the general case, it is impossible to support shifts at arbitrary
places within subgraphs. Doing so would make each output bit
a function of each input bit creating function LUTs the size of
gtotal input bits - Hawever, it is feasible to place a shifter at the
inputs or outputs of the PCFU. This would allow support for shifts
in subgraphs provided there was no computation before the shift
(or after the shift, in the case of shifts at the outputs) performed on
the PCFU. Adding these shifters would not affect the size of the
LUTSs or the internal PCFU structure, but would require some addi-
tional MUXes at the inputs (and/or outputs). The downside is that
the shifters would appear on the critical path.

In terms of control generation, allowing shift capabilities in the
PCFU involves adding few bits in the configuration to specify the
shift value and direction for each input and/or output. Though this
does increase the critical path of control generation slightly, it is
a trivial extension. Allowing shift operations increases the size of
the configuration size as the log of the number of shift values sup-
ported, thus the area overhead increases at that rate as well.

To analyze the effectiveness of allowing shifts within subgraphs,
we first examined the types of shifts that could potentially be used.
Figure 10 shows the types of shifts that appeared in important sub-
graphs. That is, if the compiler allowed shifts to appear anywhere
in subgraphs, this graph shows the types of shifts that were selected
for subgraph inclusion; the shifts that would be useful to support in
the PCFU. The horizontal axis in this figure is the constant value
of the shift instruction (or variable in the case that the operation
did not use a compile time constant), and the vertical axis shows
the percentage of dynamic instructions averaged across the bench-
marks. As an example, around 1.5% of dynamic instructions in
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Figure 11: Effectiveness of PCFU designs with varying types of
shifts supported.

our benchmarks were shifts by the constant 16, which would have
appeared in subgraphs provided the PCFU supported them.

Figure 10 shows that the shifts useful in subgraphs are dominated
by a relatively small number of constants. As would be expected,
two is the most common shift value, since it is frequently used for
address calculation in the 32-bit ARM architecture. One key trend
in this figure is that variable shifts (the far right bar) were quite
infrequent. This is a good sign, as supporting variable shifts in the
PCFU generally requires larger area. Conversely, supporting shifts
by a small number of constants merely requires a small bit of wiring
and an additional MUX.

Using this information, several designs supporting shifts were
synthesized; the results are in Table 3. In order to limit the area
overhead associated with barrel shifters, we used logarithmic shifter
in the synthesized designs. The chart shows using logarithmic
shifters generally caused the latency to increase a great deal when
supporting additional constants, however, it did not incur a substan-
tial area gain. For example, supporting any shift value was nearly
the same area as supporting the three most frequent constants. Also
note that supporting shift values at the tail of subgraphs was less
costly than at the head; this is intuitive, as there are only two out-
puts compared with four inputs.

Speedup results for these designs are in Figure 11. For each
set of shift values supported, there are three bars displayed: one
for when shifts are supported only at the inputs (or head of the
subgraph), one for shifts only supported at the outputs, and one for
shifts supported anywhere within the subgraph. Although the last
bar is not supported by the PCFU, it provides a comparison as to
how well shifts at the inputs or outputs meet the overall need for
shifts in subgraphs.

In general, providing capabilities for a small number of shift val-
ues does provide a substantial amount of speedup. For example,
allowing shifts by 1, 2, or 16 at the outputs improved speedups by
7% over the baseline design. Providing shifts at the end of sub-
graphs is slightly more beneficial than at the head of subgraphs,
again, because many shift-by-two ops are used for address calcu-
lation. The address calculation feeds memory operations, which
must appear outside the subgraph. Allowing shifts anywhere in
subgraphs does offer significant benefit over restricting shifts to the
fringes, but most of the gains from adding shifts can be attained by
only adding them at the inputs and outputs.

Cost vs. Performance for all Designs. To summarize the trade
offs of the design space, we combined the synthesis and simulation



| Design | Latency (ns) | Area (mm?) | Area (% of ARM926EJ-S Core) |
4 In, 2 Out, 2 Adds, No Shifts 4.20 0.171 7.7
4 In, 2 Out, 2 Adds, 2 at Inputs 4.64 0.213 9.6
41In, 2 Out, 2 Adds, 1, 2, 16 at Inputs | 4.86 0.224 10.1
4 In, 2 Out, 2 Adds, Any at Inputs 5.22 0.224 10.1
4 In, 2 Out, 2 Adds, Any at Outputs 5.15 0.201 9.1

Table 3: Synthesis results for PCFU designs with varying types of shifts supported.
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Figure 12: The cost/performance trade off across various PCFU design points.

results in Figure 12. The horizontal axis has the cost of a design,
and the vertical axis shows speedup attained using that design. The
speedup numbers in this figure were scaled to reflect cycle time
increases. The ARM926EJ-S typically runs at 250 MHz using a
standard synthesis flow in 0.13y technology [1]. In the left portion
of Figure 12, if a PCFU design could not meet the 4ns cycle time,
then the entire processor was slowed to the frequency of the PCFU.
For example, if a PCFU had a critical path of 8ns, then we assumed
two cycles of the baseline machine could occur in the same time
as one cycle of the machine using that PCFU. The right graph in
Figure 12 performs the same scaling, but assumes that the PCFU
takes two cycles to execute (e.g., the PCFU is pipelined). This
allows us to compare the cycle time versus subgraphs supported
trade offs for PCFUs in the context of processors with higher clock
frequencies.

The main observation to take from the 1-cycle PCFU graph is
that to offset increasing the clock cycle, it is imperative to sup-
port many more subgraphs. Only one of the Pareto-optimal design
points (41, 20, 2A, None) increased the clock cycle, and that was
only by 0.2ns. Figure 8 shows the increased number of subgraphs,
by moving to four inputs/two outputs, needed to justify slowing the
clock cycle. When clock cycle is taken into account, there gener-
ally are not enough large dataflow subgraphs to justify the PCFU
designs targeting them.

Under the assumption of a two cycle PCFU, it is a different story,
however. Assuming the PCFU takes two cycles to execute implies
that none of the PCFU designs extend the clock cycle. This enables
the benefits of supporting the larger subgraphs to show themselves.
For example, the 51, 30, 2A, None design point is Pareto optimal

under the two-cycle assumption. Despite this, using two cycles to
support larger subgraphs did not outperform the one-cycle PCFU
designs that target smaller subgraphs.

5. CONCLUSION

In this paper, we have explored the design of Programmable
Carry Function Units, a hardware substrate for executing acyclic
dataflow subgraphs. Several different design parameters were ex-
amined, ranging from the number of subgraph inputs/outputs sup-
ported, to the number of addition/subtractions supported, to the the
types of shifts allowed. Evaluation of these designs was done with
simulation as well as synthesis, to fully evaluate the hardware trade
offs in the context of the ARM926EJ-S embedded processor. Over-
all, we have shown that implementing a carefully designed PCFU
can provide substantial speedups (1.47 on average) over a baseline
embedded processor for relatively little area overhead. We also
demonstrated that non-pipelined PCFU designs that support more
subgraphs, but increase the cycle time of the processor, are gener-
ally not wise design points. However, that conclusion is reversed in
the case of pipelined PCFU designs.
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